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Abstract— The text of open source software licenses can vary 

from their original definition. Some of this variability is the result 

of licenses containing template fields which allow the license to be 

customized to include information such as the copyright holder 

name. Other variability can be attributed to changes in spelling, 

punctuation, and adding or removing conditions. This study 

empirically evaluated the extent that the BSD and MIT/X11 

family of licenses are varied, and the frequency in which license 

texts vary from the original definition. The study found that the 

BSD family has little variability, with a significant proportion 

fitting the common standard. The MIT/X11 family of licenses 

exhibited significantly more variation, with a higher propensity to 

customize the license text. In addition, the MIT/X11 license has 

spawned several specialized variants which likely constitute 

different legal meanings. Based on these findings, 

recommendations are proposed on what variability needs to be 

accommodated by the SPDX standard. 

 

Index Terms— Open Source Licensing, SPDX, License 

Variability 

 

1. INTRODUCTION 

PEN source software can be licensed under many 

different licenses. The text defining a license is originally 

published by organizations such as the Free Software 

Foundation or the Massachusetts Institute of Technology. 

Licensors modify the original license text for several reasons. 

License texts can contain specific fields which are intended to 

be replaced by the licensor with their own organization or 

copyright holder name, customizing the license for them [1]. 

Additional changes made by licensors can include modifying 

spelling, grammar, punctuation to suit their purposes, as well 

as adding or removing clauses of licenses [1]. Depending on 
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the context, the modifications may be cosmetic only or may 

alter the legal meaning of the license, effectively creating a 

new license. Furthermore, the variability of license texts 

modified by a licensor may propagate to other software 

packages, by copying a modified text instead of the original 

license. 

1.1 SPDX 

 The Software Package Description Language (SPDX) is a 

standard developed under the auspices of the Linux 

Foundation, created by a group of companies and non-for-

profit organizations known as the SPDX group. The intent of 

the standard is to communicate the license and copyright 

information of software components [2]. Without SPDX, and 

organization attempting to audit the compliance of their open 

source usage was required to identify the license of each OSS 

component used [3]. Because there is no uniform way to 

document the license of a component [3], the process of 

license identification is not trivial, and is repeated separately 

by other organizations [2]. SPDX seeks to eliminate this 

manual, repeated work by including a software "bill of 

materials" of what components are used in a package, and the 

associated license information of each component and the 

package. 

 

 The SPDX standard maintains a list of supported licenses 

(168 as of Jun 20, 2012) [4]. Packages reference licenses from 

the list by an identification number, and a generic text version 

of each license is maintained by SPDX for each license in the 

list. The license texts maintained can be templates, with small 

sections intended to be customized by licensors. For example 

the warranty statement of the BSD family of licenses is 

expressed by SPDX as "THIS SOFTWARE IS PROVIDED 

BY {{THE COPYRIGHT HOLDERS AND 

CONTRIBUTORS}} "AS IS" AND ANY EXPRESS […]" 

[4], with the section in braces intended to be replaced by a 

specific author or organization.  

 

 Outside of the template fields included on some licenses, the 

SPDX standard has little support for variability of license 

texts. The extent that licenses vary from the SPDX definition 
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is not know, so it is unclear how many licenses do not exactly 

match the SPDX license definition, and how many of those 

have been altered in a manner which may change the legal 

meaning of a license. Determining if a potentially varied 

license is equivalent to the SPDX version is left to the user of 

the standard, which could potentially create inconstancies, and 

require additional verification for risk adverse organizations 

using SPDX in their open source compliance processes. 

2.1 NINKA 

 Ninka is a tool developed to identify the licenses of source 

code files of a software system. Ninka is a sentence based, 

pattern matching tool which identifies the license of a source 

code file with a high precision (96.6%) and fast running time 

[1]. 

1.2 RESEARCH QUESTIONS 

 This study attempts to answer two fundamental questions 

for the BSD and MIT/X11 family of licenses. Firstly, what is 

the degree of variation of a license? In other words, if we 

imagine the original license text as the root of a tree, how 

many branches of variation in the text have been created? 

Secondly, what is the frequency that variation occurs at? In 

particular, can we find the common patterns of variability 

used, and separate these from the less commonly used 

variants? 

2. METHODOLOGY 

 The aim of this empirical study is to enumerate commonly 

found patterns of variability within the BSD and MIT/X11 

families of licenses. The methodology of the empirical study 

heavily relied on the Ninka license identification tool, for both 

the identification of BSD and MIT/X11 licenses, and the 

enumeration of potentially variable sections of a license. Ninka 

was run on the Debian 6 distribution, encompassing more than 

1.3 million source files contained in 10,014 projects. Ninka 

identified 42,653 licenses in the BSD family, and 28,205 

licenses in the MIT/X11 family. The variability analysis of 

these licenses worked in a top-down manner, by first 

identifying the largest, most commonly used variations, 

working down to smaller, less commonly used variations to the 

point where further analysis of variability would be negligible. 

 2.1 HOW NINKA WORKS 

 Ninka identifies licenses from a source code file by using a 

series of steps in a pipeline style operation. Key steps to 

license identification include extracting the license statement 

from the source code file, breaking the statement down to 

individual sentences, using regular expression pattern 

matching on each sentence against a dictionary of known 

license sentence tokens, and finally matching the sequence of 

sentence tokens to a know license [1]. 

 

 Because licenses are customized and varied by their users, 

license identifications tools, such as Ninka, must have 

flexibility in how they detect licenses from license statements, 

to accommodate this variability. Ninka accommodates 

variability of licenses in several ways. Near the beginning of 

Ninka's pipeline operation, it performs something called text 

normalization, in which it detects words or punctuation which 

may be altered, but have equivalent meaning. For instance the 

abbreviation "GPL" is equivalent to "General Public License" 

and the alternate spelling "licence" is equivalent to "license". 

Punctuation inconstancies such as single quotes ' and double 

quotes " are also normalized to a placeholder: "<quotes>" [1]. 

This empirical study of variability ignores all variations that 

are normalized in the text normalization phase, as they are 

small and likely legally insignificant. 

 

 After text normalization is completed, the next phase that 

Ninka accommodates variability in license statements is the 

sentence token matching phase. Having split license statements 

into individual sentences, a dictionary of regular expressions 

are used to match license sentences with sentences from 

known open source licenses. The regular expression can be 

strict and match a sentence exactly with no variability as seen 

in the sentence token expression: 

 

BSDcondAdvPart1Extrict:All advertising materials 

mentioning features or use of this software must display the 

following acknowledgement 

 

Or the sentence token could be expressed in a manner in which 

significant variability can be accommodated, as follows: 

 

BSDcondAdvPart2:(<quotes>)?This product includes 

(.*)?software (developed|written) 

(at|by|for)(.+)(<quotes>)? 

 

 In this example, the quotes surrounding the expression may 

or may not be present, "developed" may be replaced with 

"written" and "by" may be replaced with "at" or "for". There 

may be any text or no text before the word "software", and 

there may be any text in the segment "(.+)". Due to the 

flexibility of this sentence token expression, it can match a 

variety of license texts which can potentially have different 

legal meanings. Enumerating the content these potentially 

variable sections is an essential part of the empirical study. 

 

 The final phase that Ninka can accommodate variability is 

in its license rule matching process. Once all sentences have 

been matched to sentence token expressions, the canonical 

form of a license statement can be represented as a sequence of 

sentence token expressions, instead of a sequence of text 

sentences. Thus, the expression of an MIT license can be 

represented as the sentence tokens: 

<X11notice,X11asIs,X11asLiable>, with the sentence tokens 

matching the following texts: 

 

X11notice: "The above copyright notice and this […]" 

X11asIs: "THE SOFTWARE IS PROVIDED AS IS […]" 

X11asLiable: "IN NO EVENT SHALL(.+) BE LIABLE 

[…]" 
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 Ninka contains a dictionary of these matching rules, which 

serve to identify a license by detecting the needed sequence of 

sentence tokens. However, there is still some potential 

flexibility in how these matching rules are applied. In 

particular, sometimes Ninka has both a strict version of a 

sentence token, denoted with "Extrict" in its name, and a less 

strict token. The strict tokens for the BSD and MIT/X11 

families of licenses are specifically designed to match the text 

licenses from the SPDX license list, without any variability. 

The non-strict tokens match text that have at least one small 

variation from the strict text. For instance, the matching rule 

for the spdxBSD2 license, which is the two clause BSD license 

equivalent to the BSD2 license on the SPDX license list, is 

expressed as follows: 

 

spdxBSD2:BSDpre,BSDcondSourceExtrict, 

BSDcondBinaryExtrict,BSDasIsExtrict,BSDWarrExtrict 

 

 To qualify as an SPDX license, all of the sentence tokens 

must be strict. However, a license that is not an SPDX license 

may only have one sentence token that is not strict, thus the 

matching rules can downgrade strictness, such as 

"BSDWarrExtrict => BSDWarr", interpreting the strict tokens 

as not-strict to match the BSD2 rule as follows: 

 

BSD2:BSDpre,BSDcondSource,BSDcondBinary, 

BSDasIs,BSDWarr 

 

 The sequence of sentence tokens matched in a license text is 

important as it can indicate exactly which sentences were 

altered by the licensor. 

2.2 SENTENCE TOKEN FILE 

 Ninka's pipeline operation uses the file system to store the 

output of each phase of its execution, creating a new file for 

each phase. The most important file in terms of this study of 

license variability is the file output during the sentence token 

matching phase, called the ".senttok" file. This file is essential 

in enumerating the variability of a license because for each 

sentence of the license matched, it contains the following 

information: 

 

 The matched sentence token identifier, such as 

X11notice. 

 The number of potentially varied sections of the 

sentence token. The token expression: "This 

(software|library) was developed (by|at)" would have 

two potentially varied sections. 

 The content matched in each variable section, such as: 

"software", "at". 

 The full sentence text that was matched. 

2.3 ENUMERATION OF VARIABILITY 

 Enumeration and analysis of variability was done in a top 

down manner, in three levels. Initially the exact license that 

Ninka identified, such as the strict "spdxBSD2" vs. the less 

strict "BSD2", was enumerated. This level will be designated 

"license level variability". Secondly, the variability of the 

construction of sentence tokens that comprise a license was 

enumerated. An example of this would be a non-SPDX 

license, such as BSD2, must have one or more individual 

sentence tokens that are not the strict version. Multiple 

combinations of strict and non-strict tokens are possible. The 

combination of sentence tokens can be referred to as the 

"token signature", and this level of variability will be 

designated "token signature variability". Finally, the content of 

each variable section within a sentence token was extracted 

from the sentence token file and enumerated. This level or 

variability will be designated "sentence token variability". 

 

1) License Level Variability 
 Using a database that listed the source files in Debian 6, 

and their corresponding license as identified by Ninka, the 

complete list of 42,653 BSD files and 28,205 MIT/X11files 

could be enumerated and accessed programmatically. This 

list of files excluded all files which were identified to be 

disjunctively licensed, such as a file that contains both a 

BSD2 license and a GPL license. The exact license that 

Ninka identifies for each source file followed directly from 

the execution of Ninka, and was stored in the database. To 

simplify the analysis, all specific licenses identified with an 

incidence of less than 370 (less that 1% of BSD and 2% of 

MIT/X11) were ignored. 

 

2) Token Signature Variability 
 Using the database, the sentence token file of each license 

could be programmatically accessed. Each sentence token 

file was parsed, and the sequence of sentence token 

identifiers were extracted and added to a semi-colon 

separated string, called the token signature, such as: 

"X11per;X11noticeExtrict;X11asIs". Irrelevant tokens such 

as "all rights reserved" tokens, and "Unknown" tokens that 

Ninka did not match to any known sentence token were 

discarded. The token signature extracted for each file was 

stored in a separate database table, with a pointer to the 

origin source file. The database table could then be grouped 

by the signature to identify the frequency that each token 

signature occurred at, and subsequently which sentence 

tokens were most frequently changed. To simplify analysis 

for a given license, any token signature variability with an 

incidence of less than 2% of the license's incidence was 

ignored. 

 

3) Sentence Token Variability 
 Again using the database, the sentence token file for each 

license could be once more programmatically accessed. For 

each sentence token that could have at least one variable 

section, the content of each variable section was extracted 

from the sentence token file and added to a spreadsheet. 

Manual analysis of the spreadsheet was used examine all the 

variability within the sentence token, and determine the 

common patterns of variability. 
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3. RESULTS 

3.1 THE BSD FAMILY 

  The BSD family consists of three distinct licenses. The 

original four clause BSD license (BSD4), sometimes referred 

to as the old BSD license, has four conditions pertaining to: 

redistributions of source code, redistributions of binaries, 

advertising materials, and non-endorsement of the name of the 

organization and contributors. The three clause BSD license 

(BSD3), sometimes called the new BSD license, is BSD4 with 

the advertising materials clause removed. The two clause BSD 

license (BSD2), sometimes referred to as the simplified BSD 

license, is the BSD3 license with the non-endorsement clause 

removed. Ninka identified 42,653 licenses in the BSD family. 

 

 The effective tree of significant variability discovered in the 

BSD family, and the frequency of each variant is shown in 

Figure 1. 
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Remove “Contributors”
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Alter “Contributors”
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Source and Binary

 
 Fig. 1. BSD Variability Tree 

3.1.1 BSD4 

 Ninka identifies 3,251 licenses in Debian 6 as BSD4 (8% of 

BSD). Of the BSD4 licenses, 1887 (58%) are identified as 

spdxBSD4, which is equivalent to the BSD4 license from 

SPDX's license list with no variability. 

 

 Of the 1,370 (42%) licenses that do not match the SPDX 

template, token signature analysis determined that 1,179 (86%) 

of the changes are due to variation in the non-endorsement 

clause statement: 

 

Neither the names of {{the organization}} nor the names of 

its contributors may be used to endorse or promote products 

derived from this software without specific prior written 

permission. 

 

 781 (66%) non-endorsement clause changes are due to a 

change in the text "nor the names of its contributors". 457 

licenses replace this text with the names of specific 

contributors ("the University nor of the Research Group"), or 

remove mention of the contributors ("the author"). 220 

licenses alter the text "contributors" to "co contributors" or 

"co-contributors". 

 

 398 (34%) non-endorsement clause changes are due to the 

removal of the word "Neither" at the beginning of the 

sentence. 

 

 The other sentence token in BSD4 that exhibits some small 

variability is the advertising clause: 

 

This product includes software developed by {{the 

organization}}. 

 

 73 (5%) licenses replace the text "by" with "for". All other 

variability of the BSD4 license was ignored because its 

incidence represented less than 2% of BSD4, so it is likely 

negligible. 

3.1.2 BSD3 

 Ninka identifies 27,399 licenses in Debian 6 as BSD3 (64% 

of BSD). Of the BSD3 licenses, 22,577 (82%) are identified as 

spdxBSD3, which is equivalent to the BSD3 license from 

SPDX's license list with no variability. 

 

 Of the 5,045 (18%) licenses that do not match the SPDX 

template, token signature analysis found that 4,579 (91%) of 

these changes are due to variation in the non-endorsement 

clause statement. 

 

 3,702 (73%) non-endorsement clause changes are due to the 

removal of the word "Neither" at the beginning of the 

sentence. Of this branch of non-endorsement clause changes, 

almost all licenses did not mention contributors at all, with 

3,565 (96%) licenses having the text "name of author" exactly. 

 

 An additional 887 (18%) non-endorsement clause changes 

are due to a change the text "nor the names of its contributors". 

826 (93%) of these use some small variant on the qualifier 

before "contributors" such as "his contributors", "other 

contributors", or "any contributors". The remaining 61 cite 

specific contributors ("the University nor of the Laboratory"). 

All other variability of the BSD3 license was ignored because 

its incidence represented less than 2% of BSD3, so it is likely 

negligible. 

3.1.3 BSD2 

 Ninka identifies 12,148 licenses in Debian 6 as BSD2 (28% 

of BSD). Of the BSD2 licenses, 11,690 (96%) are identified as 

spdxBSD2, which is equivalent to the BSD2 license from 

SPDX's license list with no variability. 

 

 Of the 458 (4%) licenses that do not match the SPDX 

template, token signature analysis found that 295 (64%) are 

due to variation in the redistributions of source condition, and 
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265 (57%) are due to variation in the redistributions of 

binaries condition. Interestingly, 260 licenses change vary both 

the source and binary conditions at the same time, whereas all 

other variations in the BSD family appeared to be essentially 

independent. Ninka's sentence tokens for the source and binary 

conditions are as follows: 

 

Redistributions? of source code must retain the  

(above )?copyright notice, this list of conditions(,)? and the 

following disclaimer(, without modification)? 

 

Redistributions in binary form must reproduce the above 

copyright notice(\(s\))?, this list of conditions(,)? and the 

following disclaimer(s)? in the documentation and/or other 

materials provided with the distribution 

 

 For the redistributions of source sentence token, 287 (97%) 

licenses add a comma after the word "conditions". 

Additionally, 268 (90%) add the word "above" before 

"copyright notice", whereas only 18 (6%) licenses add the text 

"without modification" at the end of the sentence. 

 

 For the redistributions of binaries sentence token, all 265 

licenses simply add a comma after the word "conditions" and 

this is the only change. All other variability of the BSD2 

license was ignored because its incidence represented less than 

2% of BSD2, so it is likely negligible. 

3.1.4 BSD WARRANTY DISCLAIMER 

 For the BSD licenses identified as the strict SPDX version, 

there was little opportunity for legally interesting variability, as 

the strict sentence tokens of Ninka were designed to match 

SPDX exactly with no variability. In the BSD warranty 

disclaimer, the only variability allowed is the template field 

"{{copyright holder}}". This field occurs twice in the SPDX 

BSD license template: 

 

"THIS SOFTWARE IS PROVIDED BY {{COPYRIGHT 

HOLDER}} ''AS IS'' [ …]" 

 

"IN NO EVENT SHALL {{COPYRIGHT HOLDER}} BE 

LIABLE […]" 

  

 The potentially legally interesting variability possible would 

be if these two fields had different content in the same license, 

potentially representing a license error. The content of each 

sentence token was enumerated for all warranty statements, for 

all strict versions of each token, and compared. In all cases the 

copyright holder field had the same content in both fields. 

3.2 THE MIT/X11 FAMILY 

 The MIT/X11 family of licenses is considerably more 

fragmented at the license level than the BSD family. Ninka 

divides the MIT/X11 family into eleven separate licenses. The 

most frequent license identified by Ninka is the spdxMIT 

license, which is equivalent to the MIT license on the SPDX 

license list. 10,219 (36% of all MIT/X11) licenses are exactly 

equivalent to the SPDX license template. Of the spdxMIT 

licenses there is no potential variability within the license text 

(outside of the copyright statement). 

 

 The approximate tree of MIT/X11's significant variability, 

and the frequency of each variant is show in Figure 2. Note 

that many branches in the tree are not necessarily mutually 

exclusive, so this tree does not fully enumerate all the possible 

variants, as seen in the 2,171 licenses that alter four statements 

simultaneously. 
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 Fig. 2. MIT/X11 Variability Tree 

 

 Of the 17,986 (64%) licenses that are not the strict SPDX 

version, Ninka identifies five types of licenses which are 

closely derived from the SPDX definition: X11, X11mit, 

MITX11, MITX11noNotice, and MITX11simple. These non-

specialized licenses account for 13,554 (75%) non-strict 

licenses. 

 

 Ninka also identifies five types of licenses which are much 

more specialized variants of the MIT/X11 license: MITold, 

BindMITX11Var, MIToldNoSellNoDoc, X11Festival, and 

MITNoSellNoDocBSDvar. 4,432 (25%) of the non-SPDX 

licenses are identified in this specialized category, and each 

license arguably represents a more significant re-writing of the 

strict license, rather than a smaller variation (with MITold 

likely being the a predecessor rather than a re-writing). The 

study focused on the variability of the non-specialized 

licenses, as they are more frequent, and the specialized 

versions have little potential for further variability. 
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 The non-specialized variant that is most closely derived 

from the SPDX version is the license Ninka identifies as 

MITX11. This license comprises 8,991 (66%) of the non-

SPDX, non-specialized licenses. These MITX11 licenses are 

similar to the SPDX standard, but with at least one sentence 

token not strict. 

 

 Ninka identifies 1,142 (8%) licenses as X11, which is 

MITX11 license with an additional advertising material clause: 

  

Except as contained in this notice, the name of the 

{{author}} shall not be used in advertising or otherwise to 

promote the sale, use or other dealings in this Software 

without prior written authorization from {{author}}. 

 

  X11mit accounts for 1,564 (12%) licenses and is the X11 

license with an old style, simplified permission statement: 

  

Permission to use, copy, modify, distribute, and sell this 

software and its documentation for any purpose is hereby 

granted without fee, provided that the above copyright 

notice appear in all copies and that both that copyright 

notice and this permission notice appear in supporting 

documentation. 

 

 MITX11noNotice accounts for 1,067 (8%) licenses, and is 

the MITX11 license with the notice statement removed: 

 

The above copyright notice and this permission notice shall 

be included in all copies or substantial portions of the 

Software. 

 

 MITX11simple accounts for 790 (6%) licenses and is the 

MITX11 license with the liability statement removed: 

 

IN NO EVENT SHALL THE AUTHORS OR 

COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, 

DAMAGES OR OTHER LIABILITY, WHETHER IN AN 

ACTION OF CONTRACT, TORT OR OTHERWISE, 

ARISING FROM, OUT OF OR IN CONNECTION WITH 

THE SOFTWARE OR THE USE OR OTHER DEALINGS 

IN THE SOFTWARE 

 

 The sentence token variability of each sentence was 

analyzed in aggregate, for all of the non-specialized MIT/X11 

licenses, rather than for each individual license. 

 3.2.2 LIABILITY STATEMENT 

 The most commonly varied statement in the MIT/X11 

family is the liability disclaimer sentence. 10,948 (80%) of the 

non-strict, non-specialized licenses alter the text "AUTHORS 

OR COPYRIGHT HOLDERS" to either cite specific 

organizations/authors (67%), or to vary the "COPYRIGHT 

HOLDERS" text in some fashion (33%), such as changing it to 

"THE ABOVE COPYRIGHT HOLDERS". 

3.2.3 NOTICE STATEMENT 

 The second most commonly varied statement in the 

MIT/X11 family is the notice statement. 3,610 (26%) of the 

non-strict, non-specialized licenses vary the text of the notice 

statement: 

 

The above copyright notice and this permission notice shall 

be included in all copies or substantial portions of the 

Software.  

  

 These licenses add the text "(including the next paragraph)" 

after the text "permission notice", implying that the warranty 

statement must also be included.  

3.2.4 PERMISSION STATEMENT 

 The third most commonly varied statement in the MIT/X11 

family is the permission statement. 3,294 (24%) of the non-

strict, non-specialized licenses vary the permission statement: 

 

Permission is hereby granted, free of charge, to any person 

obtaining a copy of this software and associated 

documentation files (the "Software"), to deal in the Software 

without restriction, including without limitation the rights to 

use, copy, modify, merge, publish, distribute, sublicense, 

and/or sell copies of the Software, and to permit persons to 

whom the Software is furnished to do so, subject to the 

following conditions: 

 

 2,445 (74%) of licenses change "sublicense" to  

"sub license", with a space. 655 (20%) licenses add an "on" 

before "limitation". 582 (18%) licenses add a ", distribute 

without modifications" after "distribute". 

3.2.5 "AS IS" STATEMENT 

 Finally, the fourth most commonly varied statement in the 

MIT/X11 family is the "As Is" warranty disclaimer sentence. 

This variation simply changes the word 

"NONINFRINGMENT" to "NON-INFRIGNMENT" with a 

dash. 2,852 (21%) of non-specialized, non-strict licenses add 

this dash.  

 

 A significant proportion (2,171) of non-strict, non-

specialized licenses use the non-strict versions of the 

permission, notice, "As Is", and liability statements at the same 

time. 

4. ANALYSIS 

 The SPDX version of each BSD license is exactly 

equivalent to the BSD licenses found in Debian 6 for the vast 

majority (85%) of licensing statements. The most commonly 

changed sentence is the non-endorsement clause found in 

BSD3 and BSD4. It is likely that this statement is most 

commonly varied because it contains a template field. The 

requirement to customize the template field likely increases the 

propensity to make other changes to the sentence, such as the 
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removal of the word "Neither" and the customization of the 

"nor the names of its contributors" phrase.  

 

 The MIT/X11 family of license exhibits significantly more 

variability, with the majority of licenses not exactly matching 

the SPDX version of the license. The most significant and 

common variation of the license family is for the licensor to 

treat the text "AUTHORS OR COPYRIGHT HOLDERS" as a 

template field, and to customize it. Licensors also add 

conditions and grants such as "(including the next paragraph)", 

or "distribute without modifications", which may or may not 

alter the legal meaning of the license. Additionally, licensors 

adjust the spelling of words such as "sublicense" and 

"noninfringment", by adding dashes or spaces. 

5. RECOMMENDATIONS 

 The BSD family of licenses very closely matches the SPDX 

standard, so little if any changes are required to the SPDX 

license list to accommodate its variability. If the word 

"Neither" was considered optional in the non-endorsement 

clause, an additional 4,100 Debian 6 licenses could directly 

match the SPDX, but that only represents 1% of the BSD 

family so this is likely a negligible variation. 

 

 The MIT/X11 family of licenses has significantly more 

variability, so small changes to accommodate potentially 

varied license texts would be beneficial to the SPDX standard, 

as it would increase the number of licenses that can accurately 

be included by users of the standard. 

5.1 MIT/X11 TEMPLATE 

 The most significant variation that SPDX could 

accommodate within the MIT/X11 family would be the 

alteration of the text "AUTHORS OR COPYRIGHT 

HOLDERS", in the liability statement, to be the template field 

"{{authors or copyright holders}}". This text has been treated 

as a de facto customizable field by licensors, despite the fact 

that this text was not intended to be customized. 

Accommodating this customizable field would increase the 

number of SPDX equivalent licenses in Debian 6 by at least 

4,110, which is a 40% increase. 

5.2 EQUIVALENT PHRASES 

 Much like the set of equivalent phrases used in the text 

normalization phase of Ninka, SPDX has published a small list 

of spellings which are considered legally equivalent [5]. The 

following recommended equivalent sets should be added to 

this list to accommodate variability found in BSD and 

MIT/X11 licenses: 

 

 "contributors", "co-contributors", "co contributors" 

 "sublicense", "sub-license", "sub license" 

 "noninfringement ", "non-infringement" 

 

 The inclusion of these equivalent phrases would 

accommodate 5,517 occurrences of variability found. Note 

that this figure is greater than the number of individual licenses 

that can be accommodated, as the changes to "sublicense" and 

"noninfringment" may not be mutually exclusive. 

5.3 MIT/X11 ADDITIONS 

 The additions of "including the next paragraph", and 

"distribute without modifications" may or may not be 

variability that changes the legal meaning of the license. At a 

minimum, a legal expert should be consulted if SPDX would 

like to include these variations within the standard.  

 

 In theory, the stipulation that downstream licensees must 

include the same disclaimer of warranty paragraph as the 

licensor effectively offers the licensor no additional legal 

protection. The lack of disclamation of warranty of the 

downstream licensee should not affect the licensor's 

disclaimed warranty. A licensee should theoretically always be 

able to add warranties to redistributions and derivative works. 

In addition, the downstream licensee may be legally unable to 

disclaim the same warranty that the licensor was able to 

disclaim, for instance if the software was being included in a 

motor vehicle system, or being distributed in certain countries 

[6]. These legal contexts may entail that sometimes the 

mandatory inclusion of the same warranty statement of the 

licensor may be effectively useless for both the licensor and 

licensee. 

 

 Additionally, adding the grant "distribute without 

modifications" to the list of permissions granted by the license 

may be legally redundant. If the licensee is permitted to 

redistribute a modified copy of software, then theoretically the 

licensee could redistribute a modified copy which is 

functionally equivalent to the original. As such, distributing 

the functionally equivalent modified copy may be equivalent 

to distributing the software without modifications, so the 

additional grant may be redundant. 

 

 Regardless of the correct legal interpretation of these 

additions, SPDX likely should not include them within the 

standard. If the additions are legally redundant, then the texts 

likely constitute a license error and should be removed. If the 

additions are legally altering then their inclusion constitutes a 

new license which will likely never be added to the SPDX 

license list, so they should still be removed. 

5.4 DERIVED LICENSES 

 Some MIT/X11 licenses, like the specialized variants Ninka 

recognizes, and the variants that add the advertising clause, 

remove the notice clause, or replace the permission statement 

represent different legal meanings from the strict spdxMIT 

license. These licenses need to be individually added to the 

SPDX license list to be accommodated by the standard. The 

process to add a license to the list is expensive [3], so these 

should be accommodated in a top down manner, with more 

frequently proposed/requested licenses added first. 
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6. THREATS TO VALIDITY 

 The primary threats to the validity of this empirical study of 

the variability of the BSD and MIT/X11 family of licenses are 

external validity and reliability validity. 

 

 With respect to external validity, I believe the use of Debian 

6 as a data source is likely representative of the BSD and 

MIT/X11 license families, as Debian 6 includes a large 

number of files from each family, from a large number of 

independent projects, for a wide variety of utilities and 

purposes. Additionally, the accuracy of Ninka would play a 

significant role in the external validity of this study, but Ninka 

has been externally verified to have a high accuracy of 96.6% 

[1]. 

 

 With respect to reliability validity, this study can be 

replicated. Ninka, the primary tool used, is licensed under an 

open source license and is freely available for anyone to use, 

including the source code files containing the sentence token 

expressions and token matching rules [1]. Additionally, the 

scripts used to extract sentence token signatures and sentence 

token variability, and the spreadsheet output of each sentence 

token analyzed have been made available for study at: 

http://goo.gl/d92TW. 

6. CONCLUSION 

 Licensors change the text of standard open source licenses 

for many purposes, including customizing the license with 

their specific organization's name, adding or removing 

conditions, and changing spelling or punctuation. Open source 

licensing standards like SPDX may be affected by the 

variability in licenses, as the variability may alter the legal 

meaning of licenses, creating legal issues in matching an 

altered license. In contrast, requiring an overly strict "perfect 

match" of open source licenses to the standard may result in 

the exclusion of many license texts with negligible variability. 

This paper presented an empirical study of the extent that the 

BSD and MIT/X11 family of licenses vary from their original 

definition. The BSD family of licenses closely match the 

existing SPDX templates, with little additional variability. The 

MIT/X11 family of licenses was found to be much more 

fragmented and heavily customized, including the creation of 

several specialized variants based from the original X11 

license, customization of the text "authors or copyright 

holders", spelling alterations, and the adding and removing of 

conditions, grants and whole sentences. Small changes to the 

SPDX template for the MIT license, and to the SPDX list of 

equivalent words [5] would accommodate some the essential 

variation found within the license at a low cost. 
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